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Abstract – A wide variety of phylogenetic search programs
are available to the modern bioinformatics researcher. All of
these programs claim to be different implementations of the
same basic search strategies and scoring methods. However
differences among the implementations lead to differences in
the scores between methods. Great care must be taken when
comparing trees scored by different programs and especially
when benchmarking programs.

1 Introduction
Phylogenetic search is an important part of a number of

biological research areas such as epidemiology [1], [13],
viral transmission [2], [8], and biogeography [3]. One of
the most popular metrics for selecting a specific phylogeny
is maximum likelihood [4]. A number of programs are
available to search the space of possible trees to find the
most likely. Among them are PAUP* [16], RAxML [14],
and Phyml [6], [5]. All three of these programs use a hill-
climbing search method based on the TBR neighborhood of
a starting tree. However the nature of hill climbing is such
that differences in tree scoring can lead to different search
paths and ultimately to different results.

2 Computing Maximum Likelihood
At the heart of maximum likelihood calculations is a

model of evolution. For nuecleotide data this model con-
sists of a 4 × 4 matrix of transition probabilities between
neucleotides. A number of models have been used including
Jukes-Cantor [9], HKY85 [7], and the GTR [10], [12]
models. As a matter of further variation between programs
the GTR model is actually a family of models from which
a particular instance can be drawn to adjust for a particular
dataset.

These models along with a branch length and character
information about the sites at each end of a branch are used
to compute the likelihood of each branch. The GTR matrix
A is converted to a matrix of transition probabilities through
matrix exponentiation.

P (length) = eAlength (1)

Once this probability matrix has been computed it is
combined with the character information at each site to

yield a likelihood for the branch. The branch likelihoods
are then combined to yield the likelihood for the tree. Thus
differences in the model can lead to different scores for
the same trees. Furthermore these differences can lead to
different search paths and different final results.

3 Maximum Likelihood Programs
A number of programs exist to compute the maximum

likelihood tree given a set of taxa. Three popular choices
were selected for comparison, though a number of other
programs also exist such as fastDNAml [11], GARLI [19],
and PAML [18].

3.1 PAUP*

PAUP* has been a de facto standard in phylogenetic
search programs. It has numerous options for the model of
evolution used to score trees, and is the most flexible of the
three programs compared in this study.

3.2 RAxML

RAxML is the least flexible of the three programs com-
pared. The only computational method available is GTR+γ
with parameter estimation. Two parameters are available,
the number of rate categories and � an error parameter that
influences the amount of model optimization. If RAxML is
used to search for the best tree rather than only used to score
a particular tree, then there are options regarding the search
heuristic.

3.3 Phyml

Phyml offers a number of substitution models with
HKY85 being the default. The GTR+γ model is also
available. The other parameters affecting the scoring method
are the transition/transversion ratio, proportion of invariable
sites, number of rate categories, and the gamma distribution
parameter. All of these parameters can be set to specific
values such as their defaults or estimated based on the data
set.



4 Score Comparisons
In an effort to eliminate differences in search heuristics all

of the programs were only used to score a single given tree.
Datasets from the BAliBASE [17] database were examined.
These datasets were derived from 3-D structure alignments.
For each dataset an exhaustive enumeration of the possible
topologies was generated and each program asked to score
each of the trees. While this eliminates any differences that
could be caused by the use of different search heuristics it
does limit the scope of the study to datasets with a small
number of taxa.

For the purposes of comparison it is not necessary for each
program to score each tree identically. However a partial
order of the trees should be maintained so that if a search
were performed using each scoring method the results would
be the same. Ideally when the scores from each method
are plotted against each other the graph would show some
monotonically increasing function.

4.1 Default Parameters
The datasets were first examined using the default max-

imum likelihood parameters using the GTR+γ model. As
GTR+γ is really a family of models differences in these
parameters lead to each program using a different model
of evolution to compute likelihood scores. This discrepancy
between models is the most likely cause for the discrepancies
between scores.

The comparison of scores between RAxML and PAUP*
is shown in figure 1. The RAxML scores are about 100 units
lower than the PAUP* which is not unexpected as the authors
of RAxML specifically warn against comparing their scores
to those produced by any other program due to the heuristics
they employ during the scoring process. More importantly
it is clear that the partial ordering of trees produced by their
PAUP* scores is distinctly different than the partial ordering
produced by the RAxML scores. Even the ordering around
the optimal tree (lower left corner) is not clearly preserved.
The comparison between Phyml and PAUP*, shown in figure
2, shows similar characteristics.

Phyml and RAxML compare more favorably using default
parameters. There is a much stronger correlation between
scores and the partial order of trees is more closely pre-
served. However there remain trees which score very well
under one program but very poorly under the other. Worse
some of these trees are near the optimal score for the
program that scores them well and may therefore throw off
the final results of a search.

4.2 Modified Parameters
PAUP* allows many of its model parameters to be modi-

fied. As RAxML does not allow such flexibility the PAUP*
program was modified to match the RAxML parameters as

Fig. 1. ML Score comparison between RAxML and PAUP* using default
parameters

Fig. 2. ML Score comparison between Phyml and PAUP* using default
parameters

Fig. 3. ML Score comparison between Phyml and RAxML using default
parameters. Note that some outliers score poorly with one program but very
well under the other.



Fig. 4. ML Score comparison between RAxML and PAUP* after
modifying the PAUP parameters to be close to RAxML

set out in the RAxML manual. The resulting scores were
again plotted against each other and the results are shown
in figure 4 . Overall the partial ordering of trees is much
more preserved with one notable exeption. The data is split
into two sets, within each set the partial ordering of trees is
very well presereved between programs. However between
these two sets the ordering is not preserved. This lack of
preservation is to the extent that one of the best trees by
RAxML score in the tip of the upper set has a worse score
by PAUP* than any of the trees in the lower set, including
trees which RAxML scores very poorly.

This splitting into two distinct sets indicates that PAUP*
has detected two modes in the likelihood function whereas
RAxML and Phyml have only detected one mode. This could
be caused by a number of factors, with differences in starting
conditions leading to two separate local maximum being a
very likely candidate. Unfortunately as there is no known
‘true’ answer it is very difficult to determine which method
is correct.

The comparison between RAxML and Phyml after in-
structing Phyml to estimate all parameters as RAxML does
is shown in figure 5. Once the parameters are set so that each
program is following the same method the partial order is
well preserved. There is still a small discrepancy between
the scores but only small local permutations are observed
between the two partial orders. The ordering is so well
preserved that the comparison between PAUP and Phyml is
nearly indistinguishable from the comparison between PAUP
and RAxML so this comparison has been omitted.

5 Conclusions
Different implementations of the Maximum Likelihood

score function as found in the programs PAUP*, RAxML,
and Phyml display significant differences when scoring iden-
tical trees. These differences are further complicated by the

Fig. 5. ML Score comparison between RAxML and Phyml after modifying
the Phyml parameters to be close to RAxML

fact that the default parameters used by the scoring routines
are very different. It is inadequate to directly compare scores
between programs as has been done in the past. Furthermore
it is also not adequate to choose one program and use it to re-
score results from other programs as there exist trees which
score well under one program and poorly under another.

Unfortunately, there are no known ‘true’ phylogenetic
trees, and so there is not a good way to determine which of
the studied implementations of maximum likelihood under
GTR+γ is the most correct implementation. Most trees are
scored in a very similar manner by all of the different
implementations, however not all are. Without a means of
knowing which program is correct it is not reasonable to
choose one to use, rather multiple implementations should
be used to help detect if a tree is one of the odd outlying
trees whose score varies between implementations.

This sheds some doubt on previous comparisons between
programs. For example Stamatakis [15] states that “RAxML-
III performs worse than Phyml and MrBayes on synthetic
data it clearly outperforms both programs on all real data
alignments used”, however this work shows that it is possible
that scoring differences between programs may have been
at the heart of this outperformance. If Phyml rather than
RAxML had been used to re score all of the trees that the
results of the comparison may have been different.
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